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1 Introduction

In statistical inference, statisticians generally consider two learning paradigms — frequentist
and Bayesian. In the former, the parameter of interest θ (e.g. of a parametric model)
is treated as having an unknown (but fixed) value. We inductively learn θ from data via
empirical risk minimization:

θ∗ = arg min
θ∈Θ
L(θ,DN) (1)

where DN = {xi, yi}Ni=1 is the training data, a set of N i.i.d. observations drawn from an
unknown data distribution, and L is a loss function measuring how well any parameter fits
the data. For certain classes of models, closed-form solutions of θ∗, or approximations with
theoretical guarantees of generalization, are tractable. Variants of (1) can be used to improve
generalization, e.g. regularization terms can be added to prevent overfitting (structural risk
minimization).

In contrast, the Bayesian framework considers θ a random variable whose distribution
we seek to infer. Bayes’ rule allows us to find the posterior distribution, the conditional
distribution of θ with respect to DN :

p(θ∣DN) = p(θ) ⋅ p(DN ∣θ)
p(DN) (2)

While Bayes’ rule is a simple consequence of the fundamental axioms of probability, the
individual distributions on the R.H.S. have additional interpretations. p(θ), known as the
prior distribution, can be viewed as our belief over θ a priori of observing any evidence.
p(DN ∣θ), known as the likelihood distribution, assigns probability to values of θ by how well
the resulting model explains DN . As such, the Bayesian framework can be treated as the
update of our belief (over θ) after having observed evidence. The Bayesian framework is a
coherent system for weighing model parameters as the combination of prior belief and ability
to explain the data, and is useful for applications where uncertainty quantification is crucial.
In practical applications, Bayesian inference can also be used for model selection, where we
compare two competing hypotheses p(h1∣DN) and p(h2∣DN) under the same set of data.
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The connections between the PAC learning framework for analyzing learning algorithms
and frequentist inference are abundantly clear. The hypothesis class H = {θ ∶ θ ∈ Θ} is
simply the statistical model class under consideration. While the concept class C is not
always explicitly defined, one usually assumes that H is expressive enough to model the
true concept or function. As such, given a statistical learning algorithm that outputs an
estimator θ̂ via risk minimization of N i.i.d. samples DN , it is possible to ask if PAC
learning error bounds can be constructed, that measures how well θ̂ generalizes to the entire
data distribution.

In contrast, it is less clear how PAC learning theory fits into the Bayesian framework for
statistical inference. At first glance, these two learning frameworks seem antithetical: while
the PAC learning framework provides generalization guarantees for any data distribution
from which the training examples are drawn, such error bounds are not of importance in the
Bayesian setting, where posterior inference follows automatically from the specification of
the prior and likelihood distributions. In other words, our prior belief is true by definition.
Nevertheless, in practical applications, we ultimately desire to evaluate the performance of
Bayesian algorithms on test examples. This has led to the field of PAC-Bayesian theory,
which focuses on providing PAC-like generalization bounds to Bayesian estimators. De-
veloped from the fundamental work of McAllester [1999b], PAC-Bayesian theory has been
gaining interest recently as it has led to new insights on questions of interest, such as ex-
plaining the empirical success of deep neural networks [Guedj, 2019]. The first part of
this report will provide a brief survey of PAC-Bayesian theory, focusing on deriving
some fundamental results as well as mentioning promising directions of research today.

Motivated by previous work that we have done on incorporating output constraints into
Bayesian neural networks [Yang et al., 2019], as well as previous work done on PAC-Bayesian
bounds for data-dependent priors [Dziugaite and Roy, 2018], we also explore a problem
formulated as such: Suppose that our prior is constructed with access to the true data
distribution, in the form of an oracle that provides output constraints (the correct target y
for any input x). We are interested in exploring how knowledge of this form can be used to
construct data-dependent priors. The second part of this report will explore some
ideas and experiments, and show some initial experimental results.

2 PAC-Bayesian Theory

PAC-Bayesian theory provides PAC learning bounds for Bayesian algorithms, which we
define as an algorithm that outputs h ∈ H with posterior probability p(h∣DN). Since the
algorithm’s output is stochastic (even for a fixed dataset DN), we need to first construct
PAC error bounds in a way that holds true for arbitrary distributions over H. This was first
achieved by McAllester [1999b], inspired by earlier work from Shawe-Taylor and Williamson
[1997]. We will derive these so-called McAllester’s bounds from first principles.
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2.1 McAllester’s Bounds

Let ε and δ represent the usual error and confidence parameters in PAC learning theory. To
simplify matters first, and in line with the familiar PAC learning setting, we will consider the
instance space x ∈ X (instead of having both predictor x ∈ X and target y ∈ Y as in typical
statistical learning). Let C be a countable, binary concept class over X . We will learn C with
C and therefore err(c) = Px∼D[c(x) ≠ c∗(x)] for any distribution D over X and some target
concept c∗. An initial version of McAllester’s Bound considers the situation where we place
a probability distribution over C:

Theorem 2.1 (McAllester’s Bound, Version 1). Let π be a probability distribution over C
such that π(c) > 0 for all c ∈ C. Let S be a sample of m i.i.d. (labelled) instances drawn in
accordance with D. Then with probability at least 1 − δ, taken over all possible sets S, for
any concept c ∈ C that is consistent on S:

err(c) ≤
ln 1

π(c) + ln 1
δ

m
(3)

The proof, briefly sketched in McAllester [1999b], can be constructed with a simple
uniform convergence argument. We write it out in full below:

Proof. The probability, taken over D, that any c ∈ C is correct on a random x ∈ X is 1−err(c).
By the union bound, the probability, taken over Dm, that c is correct on all m examples is
(1 − err(c))m ≤ e−err(c)⋅m.

Consider the case where (3) does not hold. Then:

err(c) >
ln 1

π(c) + ln 1
δ

m
e−err(c)⋅m ≤ π(c) ⋅ δ

Hence the probability that some consistent c for which (3) does not hold is upper bounded
by π(c) ⋅ δ. By the union bound over C, then the probability that (3) does not hold is upper
bounded by δ.

For any distribution π over C, consider an algorithm L that outputs the consistent concept
with the largest probability π(c). (Since c∗ ∈ C, at least one such concept must exist.)
Theorem 2.1 states that such an algorithm is not only a PAC learning algorithm, but also
that it is optimal under π. Note that while the error parameter ε does not explicitly show in
Theorem 2.1, the choice of m (number of calls made to the example-generating oracle) is a
function of ε and δ. Since any consistent concept c has maximum likelihood, and π(c) can be
thought of as the prior distribution over C, hence the output of L can be loosely interpreted
as a maximum a posteriori (MAP) estimator.
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Theorem 2.1 gives us a preliminary idea of how the PAC learning framework can be
applied to Bayesian inference. It provides a generalization bound, with arbitrary error and
confidence levels and across all data-generating distributions D over X , for a Bayesian al-
gorithm that outputs the MAP concept. Note that while Theorem 2.1 is a general result
that holds true for any choice of π, the strength and utility of such a bound improves with
the accuracy of π (and can be vacuous if π is poorly chosen). For example, suppose the
experimental setting where we choose c∗ from an arbitrary distribution. If our choice of π
is identical to this distribution, then L is the optimal algorithm, i.e. it returns the correct
concept class with the highest probability.

We might ask how Theorem 2.1 can be generalized in various ways:

1. for an arbitrary (and bounded) loss function L(c, x) ∈ [0,1], which is equivalent to
defining an arbitrary likelihood distribution p(DN ∣c) (note that this also expands the
bound in (3) to all c ∈ C and not only consistent c)

2. for an uncountable concept class C

3. for general Bayesian algorithms, e.g. L outputs c w.p. p(c∣DN), or other point estimates
such as the posterior mean or mode

Extension 1 is a straightforward analogue of Theorem 2.1. Let us first define err(c) =
Ex∼D[L(c, x)] and errS(c) = 1

m ∑
m
i=1L(c, xi).

Theorem 2.2 (McAllester’s Bound, Version 2). Let π be a probability distribution over C
such that π(c) > 0 for all c ∈ C. Let L be an arbitary loss function such that L(c, x) ∈ [0,1]
and L(c∗, x) = 0 for all x ∈ X . Then with probability at least 1 − δ, taken over all samples S
of size m, for any concept c ∈ C:

err(c) ≤ errS(c) +

¿
ÁÁÀ ln 1

π(c) + ln 1
δ

2m
(4)

The proof, briefly sketched in McAllester [1999b], is a simple application of the Chernoff
Bound. We write it out in full below:

Proof. By the Chernoff Bound, we have that for any λ > 0,

P [errS(c) ≤ (1 − λ)err(c)] ≤ exp{ − 2λ2 ⋅m ⋅ err(c)2} (5)

Let us set δ ⋅ π(c) = exp{ − 2λ2 ⋅m ⋅ err(c)2}. Then we can write (5) as

P

⎡⎢⎢⎢⎢⎣
errS(c) ≤ err(c) −

¿
ÁÁÀ ln 1

π(c) + ln 1
δ

2m

⎤⎥⎥⎥⎥⎦
≤ δ ⋅ π(c) (6)
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i.e.

P

⎡⎢⎢⎢⎢⎣
err(c) > errS(c) +

¿
ÁÁÀ ln 1

π(c) + ln 1
δ

2m

⎤⎥⎥⎥⎥⎦
≤ δ ⋅ π(c) (7)

Finally, considering a union bound over all c ∈ C allows us to bound the total probability of
(7) over C by δ.

Note that Theorem 2.2 explicitly bounds the generalization error err(c) in terms of the
sample error errS(c), which is not immediately clear from (3) in Theorem 2.1. An algorithm
that outputs some c ∈ C that minimizes the bound in (4) can therefore also be interpreted as
returning the Bayesian MAP estimator, since minimizing errS(c) is equivalent to maximizing
the likelihood and minimizing the square-root term is equivalent to maximizing the prior.

To achieve Extension 2 and 3, we require measure-theoretic extensions of Theorem 2.1
or 2.2 that allows us to define the error over measurable subsets of C, instead of individual
concepts c. This would allow us, for example, to bound the generalization error on a Bayesian
learning algorithm that outputs concepts randomly chosen by their prior probability pi(c).
Let us now relax C to be possibly uncountable, and π to be a valid probability measure over
C. We will state the following quantifier reversal lemma, a detailed proof can be found in
McAllester [1999b]:

Lemma 2.3 (Quantifier Reversal Lemma). Let X and Y be random variables and Φ(X,Y, δ)
be a measurable function such that for any value of X and Y , {δ ∈ (0,1] ∶ Φ(X,Y, δ)} =
(0, δmax] for some δmax. If

∀X,∀δ > 0 ∶ PY [Φ(X,Y, δ)] ≥ 1 − δ (8)

then
∀δ > 0,∀0 < β < 1 ∶ PY [∀α > 0 ∶ PX[Φ(X,Y, (αβδ)

1
1−β )] ≥ 1 − α] ≥ 1 − δ (9)

Applying Lemma 2.3 to Theorem 2.2 gives us the measure-theoretic version of the PAC-
Bayesian bound.

Theorem 2.4 (McAllester’s Bound, Version 3). Let U ⊆ C be any measurable subset w.r.t.
π such that π(U) > 0. Let err(U) = Ec∈U[err(c)] and errS(U) = Ec∈U[errS(c)]. Then with
probability at least 1 − δ, taken over all samples S of size m, for any such U ⊆ C:

err(U) ≤ errS(U) +

¿
ÁÁÀ ln 1

π(U) + ln 1
δ + 2 lnm

2m
+ 1

m
(10)

Proof. Let us apply the Chernoff’s Bound (5) in the proof for Theorem 2.2, except that we

set δ = exp{ − 2λ2 ⋅m ⋅ err(c)2} (i.e. without the π(c) term on the L.H.S.). We have that:

P

⎡⎢⎢⎢⎢⎣
err(c) ≤ errS(c) +

√
ln 1

δ

2m

⎤⎥⎥⎥⎥⎦
≥ 1 − δ (11)
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We can apply Lemma 2.3, where we set X = c (w.r.t. π) and Y = S. (δ remains the same
variable.) This gives us:

∀δ > 0,∀0 < β < 1 ∶ PS

⎡⎢⎢⎢⎢⎣
∀α > 0 ∶ Pc[err(c) ≤ errS(c) +

¿
ÁÁÀ ln 1

(αβδ)
(1 − β)2m] ≥ 1 − α

⎤⎥⎥⎥⎥⎦
≥ 1 − δ (12)

Let U be any measurable subset of C. Let us set α = π(U)
m and β = 1

m . Then (12) simplifies
to:

∀δ > 0 ∶ PS

⎡⎢⎢⎢⎢⎣
Pc[err(c) ≤ errS(c) +

¿
ÁÁÀ ln 1

π(U) + ln 1
δ + 2 lnm

2(m − 1) ] ≥ 1 − π(U)
m

⎤⎥⎥⎥⎥⎦
≥ 1 − δ (13)

The outer bound is simply the confidence δ over all samples S of size m. The inner bound
implies that at most 1

m of the concepts in any U violates the inequality. These “bad” concepts
contribute at most 1

m to err(U), since err(c) ≤ 1 for all c. Then averaging over concepts in
U allows us to rewrite the inner bound into (10).

An analogous version of Theorem 2.1 (i.e. for 0-1 loss) can be derived using Lemma 2.3
in the same manner. Theorem 2.3 represents a more versatile version of Theorem 2.2 and
extends our ability to give generalization bounds for any subsets of concepts rather than
individual concepts.

Up until this point, we have only considered error bounds w.r.t. to a single distribution
over C, which is π. As such, the bounds in Theorem 2.4 only apply to Bayesian algorithms
that output concepts with respect to π (the prior distribution), rather than any arbitrary
posterior distribution. In order to apply such bounds to the full spectrum of Bayesian
methods (Extension 3), we need to be able to generalize them to all distributions over
concepts. This was achieved by McAllester in a separate paper [McAllester, 1999a] and
below we cite the final version of his bound:

Theorem 2.5 (McAllester’s Bound, Final Version). Let Q be any measure over C such
that Q is absolutely continuous with respect to π, which we denote as Q⟪π. Then err(Q)
and errS(Q) are defined analogously as for U ⊆ C. Let DKL denote the Kullback-Leibler
divergence. Then with probability at least 1 − δ, taken over all samples S of size m, for any
such Q:

err(Q) ≤ errS(Q) +
√

DKL(Q,π) + ln 1
δ + 5

2 lnm + 8

2m − 1
(14)

A detailed proof of Theorem 2.5 can be found in McAllester [1999a]. (14) can be applied
to a generic Bayesian inference algorithm, where the final output concept is sampled w.r.t.
Q = p(c∣DN). It is clear that the more accurate π is, the stronger the bound in (14).

McAllester’s bounds are known as empirical PAC-Bayes bounds, since the bound is de-
fined in terms of the sample error or empirical risk errS(Q). By exploiting the structure of
specific concept or hypothesis classes, we can achieve tighter bounds than in (14).
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2.2 Catoni’s Bound

We briefly state a different type of PAC-Bayesian bound, originating from the work of Catoni
[2007]. Unlike McAllester’s bound, which provides the generalization error of any distribution
Q over C with respect to the empirically observed sample error errS(Q), Catoni’s bound (also
known as an oracle PAC-Bayes bound) analyzes the rate of convergence of the predictor w.r.t.
a specific measure.

Catoni’s work focuses on the Gibbs measure, a well-known distribution with significant
connections to physics. The Gibbs measure is given as:

πλ(c∣DN)∝ exp{−λ ⋅ errS(c)} ⋅ π(c) (15)

where π(c) is the same prior distribution over C as considered by McAllester and the expo-
nential term exp{−λ ⋅ errS(c)} can be viewed as a generalized likelihood distribution.

Theorem 2.6 (Catoni’s Bound). Let πλ denote the Gibbs posterior for any scaling hyper-
parameter λ > 0. With probability at least 1 − δ, taken over all samples S of size m,

err(πλ) ≤ inf
Q ∶Q⟪π

{err(Q) + λC1

m
+ 2

λ
(DKL(Q,π) + ln

2

δ
)} (16)

where C1 is some constant.

Since infQ ∶Q⟪π err(Q) is the optimal true error that any distribution can achieve w.r.t.
π, (16) bounds how much the generalization error of the Gibbs measure exceeds this infimum
as m grows. Note that the sample error errS(⋅) does not appear here.

2.3 Frontiers in PAC-Bayesian Theory

Research in PAC-Bayesian theory today focuses on producing empirical or oracle-type bounds
for Bayesian algorithms pertaining various model classes, choices of priors π as well as learn-
ing settings (e.g. sparse regression or reinforcement learning) [Guedj, 2019]. While largely ap-
plicable and of interest to the Bayesian community, PAC-Bayesian theory has contributed to
several notable results in learning theory. For example, margin-based generalisation bounds
for deep neural networks proposed by [Neyshabur et al., 2017] are inspired by McAllester’s
PAC-Bayesian bounds.

Of notable interest is also data-dependent or distribution-dependent priors, which refers
to priors that are informed by the data distribution. While PAC-Bayesian bounds are only
defined for priors π that are independent of the observed sample S, there is no require-
ment for π to be independent of D. In fact, choosing informed priors can reduce the KL-
divergence term in (14), which is often the biggest contributor to the bound. Recent research
have explored avenues such as data-dependent priors for support vector machines [Parrado-
Hernández et al., 2012] and differentially-private data-dependent priors [Dziugaite and Roy,
2018].
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A major limitation of PAC-Bayesian theory, and of Bayesian inference in general, is
the difficulty of accurate posterior inference. Both the sample error err(Q) and the KL-
divergence term DKL(Q,π) in (14) are generally intractable, especially in high input di-
mensionality and for complex hypothesis classes such as deep neural networks. As such,
practical use of PAC-Bayesian bounds remains limited. Most Bayesian algorithms rely on
Markov chain Monte Carlo (MCMC) or variational inference (VI) to approximate the pos-
terior distribution. MCMC methods work by constructing a Markov chain whose stationary
distribution is identical to the posterior, whereas VI optimizes the parameters of a simpler
family of distributions to mimic the true posterior. However, such approximations can be
inaccurate or pathological and high-dimensional Bayesian inference is still an open problem.

3 Data-Dependent Priors from Output Constraints

3.1 Motivation and Problem Formulation

In the real world, human-in-the-loop machine learning systems describe a learning paradigm
where human expert input can be utilized to guide the machine learning model, representing
a second source of knowledge of the true concept in addition to observed examples. For
example, Figure 1 describes a Bayesian neural network (BNN) that is able to learn a better
posterior distribution after having made several queries to a simulated “human expert” about
the true function.

Figure 1: 1D regression. x-axis and y-axis of the plots here represent the input and output
space. The black curve represents the ground-truth function. The blue shading is the predictive
distribution of a BNN. The top left plot is the prior predictive (without having observed data). The
bottom right plot is the posterior predictive. In the other 4 plots, the green bars represent input
locations where the model has access to the ground-truth value. The resulting BNN incorporates
these additional points of knowledge into its prior distribution, and learns a smarter posterior
(bottom row middle) with reduced variance.
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One way of framing human-in-the-loop learning within the Bayesian paradigm is to in-
corporate such knowledge in the prior distribution. As mentioned in the previous section
surveying PAC-Bayesian theory, constructing informative priors can allow us to tighten PAC-
Bayesian generalization bounds. Here, we consider the construction of priors that have access
to the true data-distribution in the form of output constraints like as in Figure 1.

Let us consider a generic 1D regression setting, and let us consider BNNs as the model
class. Suppose that the model is allowed to make k queries to an oracle for the ground-truth
value (i.e. at k locations in input space). We consider how a prior formulated from these
queries might improve the generalization error of the resulting posterior.

3.2 Initial Methodology and Experimental Results

We construct the informative prior as follows:

πk(w) = π(w) ⋅
k

∏
j=1

N (Φw(xi) ∣ y∗i , σ2) (17)

Here, w represents the neural network parameter (the hypothesis space). π(w) is a generic
prior term independent of the queries — here we choose a Gaussian prior. For k points xi (i =
1, . . . , k), we query the ground-truth value y∗i and penalize the neural network output Φw(xi)
based on a Gaussian distance from y∗i . We use a standard MCMC algorithm (Hamiltonian
Monte Carlo) to conduct inference.

We try various querying strategies, i.e. various methods of querying the k points from
the oracle:

• Uniformly (or uniformly within a bounded region) sampling

• Poisson disc sampling to enforce a minimum distance between queried points

• Sampling w.p. proportional to the variance of some baseline distribution (the naive
posterior, or the constrained prior itself)

• Sampling w.p. inversely proportional to distance from nearest data point in DN

Unfortunately, we have yet to land on an efficient querying strategy that results in an
ideal learning process as shown in Figure 1 (where the queries were manually selected).
Figure 2 shows an example of a negative result. Beyond this project, further work can be
done in identifying a effective querying strategy.
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Figure 2: 1D regression with the same setting as Figure 1. Here, the queries were uniformly
sampled. As can be seen, the resulting posterior is somewhat pathological.
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