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Abstract

Bayesian policy gradient (BPG) methods perform Bayesian inference over the
parameter space of policies, which improves robustness to initialization and policy
exploration compared to traditional optimization. Stein variational policy gradient
(SVPG) is an algorithm for BPG that makes use of Stein variational inference, built
on top of REINFORCE. Since REINFORCE is known to suffer from huge variance
and slow convergence, we consider augmenting SVPG with natural gradients,
a well-known policy gradient optimization technique. While the use of natural
policy gradients helped in one RL experiment, it did not perform well for another
experiment. We note that further testing on larger datasets should be done for more
conclusive results.

1 Introduction

Unlike most reinforcement learning (RL) methods that estimate state or state-action value functions,
in the policy gradient approach, the agent directly learns a parametrized policy by performing
optimization over the parameter space with respect to some performance measure, which is typically
an estimator the expected policy return. These methods are advantageous in scenarios where (i) there
is a meaningful parametrization of policies, i.e. from prior domain knowledge, (ii) the state-action
space is continuous and (iii) convergence to at least a locally optimal policy is desired. However, PG
methods often suffer from (a) high variance of the gradient estimator (i.e. more data-hungry), (b)
insufficient exploration of policies and (c) sensitivity to initialization. These problems are exacerbated
in huge parameter spaces, such as for deep neural networks. [Sutton and Barto, 2017]

An approach to alleviating these shortcomings is incorporating the Bayesian framework. In the
Bayesian setting, the parameter of interest is treated as a unknown random variable and a prior
distribution over it is defined. Given some training observations, Bayes’ rule is computed to infer
a posterior distribution over the parameter that explains the training data. This allows the model to
quantitatively express uncertainty, which is advantageous in scenarios where training data is sparse or
expensive. In the RL setting specifically, BPG methods has the benefit of formally encoding policy
exploration into the model and reducing sensitivity to initialization. Ghavamzadeh et al. [2015]

To this end, Liu et al. [2017a] proposed Stein Variational Policy Gradient (SVPG), an algorithm for
Bayesian policy gradient that uses Stein Variational Gradient Descent (SVGD) [Liu and Wang, 2016]
as the inference method. SVGD is a black-box variational inference algorithm that optimizes a set
of particles into the desired posterior distribution. While SVPG presents a framework for Bayesian
inference, it still requires policy gradient samples to estimate the expected return. Liu et al. [2017a]
uses the standard REINFORCE gradient estimator, which is known to suffer from high variance and
slow convergence. [Williams, 1992]

In RL, the existence of advanced optimization techniques to improve data-efficiency and convergence
rate is well-known. One such method is natural policy gradient (NPG), which uses second-order
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information in the form of the Fisher information matrix to define a parametrization-invariant gradient.
This paper proposes the incorporation of these methods into SVPG. We report the results of this
incorporation on some small benchmark RL tasks, and note future extensions on the work that should
be carried out for more conclusive results.

2 Related Work

Bayesian inference over expected return Ghavamzadeh et al. [2016] proposes an alternative
Bayesian framework for policy gradient that defines a functional prior over the expected return
instead of the policy parameter space. The expected return is modeled with Gaussian process (GP)
prior and the parameters of the GP (mean function and covariance matrix) is updated with RL
samples.

SVPG with control variates A related extension to SVPG is proposed by Liu et al. [2017b], where
control variates (“baseline function”) are introduced with the similar goal of reducing the variance
of policy gradient samples. Like this paper, they draw inspiration from more data-efficient policy
gradient methods and incorporate that into the Stein variational framework.

3 Background

3.1 Reinforcement Learning

In the RL setting, an agent learn to navigate an environment. At each state of the environment, the
agent can choose to take some action, which will yield some scalar reward and move the agent to a
new state. The goal of the agent is to learn the right set of actions to take that maximizes the expected
cumulative reward over time.

Formally, let (S,A, T,R) denote a Markov decision process (MDP), where S is the set of states,A is
the set of actions, T : S ×A×S → [0, 1] is the transition probability function and R is the (random)
reward function. A policy πθ : S ×A → [0, 1] is parametrized by θ and denotes the probability of
taking some action for any given state. (A deterministic policy is one where π(s, a) is either 0 or
1.) t denotes the time-step and T is the final time-step for episodic tasks. For the remainder of the
paper, we will consider only episodic tasks, but note that the generalization to continuing tasks is
well-documented. [Sutton and Barto, 2017]

We define the expected return (for a given policy) as

J(θ) = Es0,a0,...
[ T∑
t=0

γtr(st, at)
]

(1)

where γ is the discount rate, at ∼ πθ(at|st), st ∼ T (st|st−1, at−1) and r(st, at) = rt is the reward
collected at time t. J(θ) is therefore the expected return (i.e. cumulative discounted rewards) over all
possible paths s0, a0, s1, . . . of an agent that follows πθ in the environment dynamics defined by T .
The goal of classical policy gradient is therefore to find the optimal parameters: θ∗ = arg maxθ J(θ).

3.2 Policy Gradient Methods

Optimization over J(θ) require the computation of the gradient ∇θJ(θ). Since the agent typically
does not have access to T , the reward rt at each time step is random and the number of episodes that
the agent experiences is finite, it is usually impossible to compute ∇θJ(θ) exactly, and an estimator
has to be constructed.

REINFORCE The classical policy gradient algorithm REINFORCE estimates∇θJ(θ) from roll-
out trajectories using the likelihood ratio trick:

∇θĴ(θ) =

T∑
t=0

∇θ log πθ(at|st)Gt (2)

where Gt =
∑T−t
i=0 γ

ir(st+i, at+i) is the accumulated return starting from time step t. The above
equation is for a single episode. The REINFORCE estimator is unbiased but suffers from huge
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variance. To reduce the variance of this estimator, a control variate, also known as a baseline function,
is subtracted from Gt:

∇θĴ(θ) =

T∑
t=0

∇θ log πθ(at|st)(Gt − b(st)) (3)

where b(st) is commonly chosen to be V̂ πθt (s), the estimated value function for st. This estimator is
also proven to be unbiased.

Natural policy gradient Unlike REINFORCE and other first-order gradient estimators, natural
policy gradients allow for optimization that is invariant to the parametrization by making use of
second-order information. The NPG update

∇θĴN (θ) = H−1∇θĴ(θ) (4)

where H−1 = Es0,a0,...[∇θ log πθ(at|st)∇θ log πθ(at|st)>] is the inverse Fisher information matrix,
a positive semi-definite matrix invariant to parametrization. The trade-off is the O(θ2+) complexity
of computing and inverting H. Due to this complexity, improvements over naive NPG include using
conjugate gradients to compute∇θĴN (θ) directly without needing to compute H−1, a method known
as truncated NPG.

3.3 Stein Variational Gradient Descent

For any smooth probability distribution p(x), a function φ(x) is in the Stein class of p if the following
identity holds:

Ex∼p[Apφ(x)] = 0 (5)

where Ap = φ(x)∇x log p(x)> +∇xφ(x) is known as a Stein operator. [Liu et al., 2016]

The above identity, Stein’s identity, is useful because if we take the expectation over a different
distribution q, it provides a statistic known as the Stein discrepancy, which is a measure (in the
non-technical sense) of the difference between p and q:

S(q, p) = max
φ∈F

Ex∼q[trace(Apφ(x))]2 (6)

Note that S(q, p) is defined with respect to some function set F . The choice of F controls how
strongly S(q, p) measures divergence, as well as how tractable the optimization of Equation 6 is.

In order to provide a tractable and yet sufficiently discriminative S(q, p), F is typically chosen to be
the unit ball of a reproducing kernel Hilbert space (RKHS)Hd, where d is the dimensionality of x,
and k(·, ·) is the kernel of the RKHS. Doing so results in a closed-form solution of the optimization
of Equation 6:

φ∗q,p(x) = Ex′∼q[Apk(x′, x)] (7)

S(q, p) = ||φ∗q,p||2Hd (8)
The full proof of the identities above is found in Liu and Wang [2016].

Using Stein discrepancy for variational inference The goal of variational inference (VI) is to
approximate some distribution p using a variational family of distributions Q = {qϕ} parametrized
by ϕ. Optimization is performed on ϕ space to minimize the Kullback-Leibler (KL) divergence
between p and qθ.

In Liu and Wang [2016], the authors consider the variational family constructed by transforming
some initial distribution. For any q as the reference distribution, the family of transforms is T(x) =
x+εφ(x) for x ∈ q and some sufficiently small ε. In other words, we consider all ε-small perturbations
by a set of φ(x).

Now, it can be shown that

∇εKL(T(q)||p) = −Ex∼q[trace(Apφ(x))] (9)

Equation 9 is pivotal, since it relates the KL gradient to the Stein discrepancy, and suggests a way
of performing variational inference by iterative transforms. Suppose that we start with some initial
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distribution q0. At each iteration j of SVGD, we want to choose φj(x) such that applying the
transform Tj(x) = x+ εjφj(x) to the current distribution x ∼ qj−1 results in the new distribution qj
with the smallest KL divergenceKL(qj ||p) from our desired distribution p. Equation 9 tells us exactly
how to do this – minimizing ∇εKL(qj ||p) is equivalent to maximizing −Ex∼qj−1

[trace(Apφ(x))],
which from Equations 7 and 8 we know can be done by choosing φ∗qj−1,p.

As such, SVGD works by initializing a distribution q0 and iteratively moving in the direction φ∗qj−1,p

until convergence, with j as the step size each iteration. Since q is a continuous distribution, we have
to choose a finite number of particles x ∼ q to apply the iterative transform to. SVGD sits in between
the spectrum of MCMC and VI methods, since it involves performing iterative optimization (like VI)
to an entire distribution (like MCMC).

3.4 Stein Variational Policy Gradient

It remains to explain how SVGD can be used as a Bayesian policy gradient technique. Before we do
so, it is useful to first clarify BPG itself, since it is not immediately obvious how policy gradient fits
into the Bayesian framework.

Defining Bayesian policy gradient Let p0(θ) be the prior distribution over θ. Since the expected
return J(θ) is a quantitative measure of performance and not strictly a probability distribution, it
cannot be treated as a likelihood term. Instead, we follow Liu et al. [2017a] and consider the maximum
entropy policy optimization paradigm.

The goal of maximum entropy policy optimization is to find the distribution p(θ) such as:
max
p
{Eθ∼p[J(θ)]− αKL(p||p0)} (10)

In other words, we seek some p(θ) that not only has high expected expected return, but does not
deviate too far from p0 (by some controllable penalty α), which acts as a regularizer here. It can be
shown that optimizing Equation 10 results in the distribution p∗ such that

p∗(θ) ∝ exp{ 1

α
J(θ)}p0(θ) (11)

p∗(θ) is therefore the (unnormalized) “posterior” distribution that results from optimizing Equation 10
(i.e. according to the principle of maximum entropy), where exp{ 1αJ(θ)} has the interpretation of
the likelihood.

Applying SVGD We can now simply apply SVGD, which is a black-box inference technique, to
Equation 11. In other words, p∗(θ) is the desired distribution that iterative transforms from some
initial q0(θ) should converge towards. In particular, note that computing∇θJ(θ) is still necessary,
since the Stein operator Ap∗ contains the term ∇θp∗(θ) = ∇θ log exp{ 1αJ(θ)} ∝ ∇θJ(θ).

4 Stein Variational Natural Policy Gradient

Algorithm 1, from Liu et al. [2017a], defines the general structure for SVPG. We will substitute
Equations 4 into Line 4 of Algorithm 1. The resulting algorithm is denoted SV-NPG.

Input: Learning rate ε, kernel k(·, ·), penalty α
1 initialize M particles {θ}Mm=1;
2 for iteration j = 0, 1, . . . , J do
3 for particle m = 1, . . . ,M do
4 Compute∇θJ(θm) via some estimator;
5 end
6 for particle m = 1, . . . ,M do
7 ∆θm = 1

M

∑M
l=1[k(θm, θl)∇θl

(
1
αJ(θm) + log q0(θl)

)
+∇θlk(θm, θl)] ;

8 θm ← θm + εj∆θm;
9 end

10 end
Output: final particles {θ}Mm=1

Algorithm 1: Generalized SVPG
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5 Experiments

We run experiments on two benchmark RL tasks: the cartpole task, as well as blackjack. Both tasks
are run on the OpenAI gym library [Brockman et al., 2016].

For both tasks, we compare the performance of 4 algorithms: (i) simple REINFORCE, (ii) REIN-
FORCE with the value function baseline (which is learnt jointly with the policy), (iii) simple SVPG
using REINFORCE, and (iv) SV-NPG. Both (iii) and (iv) also use a value function baseline. For
the latter two SVGD methods, 10 particles are used. For SV-NPG, we use conjugate gradients to
compute Equation 4 directly to avoid the intractability of computing the inverse Hessian directly.

5.1 Blackjack Task

Task Description Blackjack is a popular card game where the goal of the player is to build a set of
cards as close to 21 as possible, without going over. Here, the agent can choose one of two actions
each time step: to accept a card, or to fold. The state space is given by the agent’s current sum, the
dealer’s facedown card as well as whether the agent has an ace. This can be converted into a vector
of size 3, which we use as the state.

Models and Hyperparameters The policy used is a neural network with an single hidden layer
of 50 nodes. Similarly, the network takes as input the feature vector of the state, and outputs the
classification probabilities over the action space. A softmax layer is computed in order to make sure
that the probabilities of all actions sum to one. The agent is ε-greedy with ε = 0.1. There is no
discounting, i.e. γ = 1. For the two SVGD algorithms, we average 3 rollout trajectories for each
particle in each SVGD iteration.

Results Figure 1 shows the performance of the 4 algorithms in the first 50 iterations. While SV-
NPG performs better than SVPG, both of the Stein methods perform worse than the REINFORCE
methods. However, both SVGD methods have a smaller variance than the REINFORCE methods.

Figure 1: Results (average return) for the 4 algorithms on the blackjack task. We take the mean of 5
reruns, as well as confidence intervals representing the empirical standard deviation.

5.2 Cartpole Task

Task Description Cartpole, as depicted in Figure 2, is a classic control task. The environment
consists of a pole is attached by an un-actuated joint to a cart. The agent can take one of two actions,
namely, applying a force of +1 or -1 to the cart. The pendulum starts upright, and the goal is to
prevent it from falling over. A reward of 1 is provided for every timestep that the pole remains upright.
The episode ends when the pole is too slanted or if the cart has moved too far from the starting point.
The state space is continuous and consists of 4 scalar observations: cart position, cart velocity, pole
angle and pole velocity at tip.
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Figure 2: Cartpole environment. The agent can either choose to move to cart left (force of -1) or right
(force of +1).

Models and Hyperparameters The policy used is a neural network with an single hidden layer
of 100 nodes and ReLU activations. The network takes as input the feature vector of the state, and
outputs the classification probabilities over the action space. A softmax layer is computed in order to
make sure that the probabilities of all actions sum to one. The agent is ε-greedy with ε = 0.1. There
is no discounting, i.e. γ = 1. For the two SVGD algorithms, we average 3 rollout trajectories for
each particle in each SVGD iteration.

Results Figure 3 shows the performance of the 4 algorithms in the first 50 iterations. SV-NPG
fails to learn the policy well. The best-performing method is REINFORCE with the value function
baseline.

Figure 3: Results (average return) for the 4 algorithms on the cartpole task. We take the mean of 5
reruns, as well as confidence intervals representing the empirical standard deviation.

6 Discussion

For the blackjack task, SV-NPG improves on SVPG while having low variance. Out of the 4
algorithms, SV-NPG has the smallest variance over reruns, affirming the fact that it is more data-
efficient and does not need to be subjected to multiple reruns, unlike the baseline REINFORCE
methods. While SV-NPG has a slightly higher average return compared to SVPG, both methods
perform worse than the REINFORCE methods. This could be due to the fact that blackjack is an
exceeding simple RL task for which REINFORCE can easily find the optimal policy, and also that
SVPG, as a Bayesian policy gradient method, is harder to train and better hyperparameter tuning
needs to be carried out.

For the cartpole task, SV-NPG fails to perform well on average return. Even though normal
SVPG performs decently on the cartpole example, the introduction of the Fisher information matrix
results in the model’s inability to learn well, despite having done an exhaustive hyperparameter search
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on the task. Our hypothesized reasons for this is that the policy parameter space is huge and hence
the empirical Fisher estimator may not accurately estimate the true Fisher matrix.

7 Conclusion

We propose the incorporation of natural policy gradients into SVPG, a Bayesian policy gradient
method. Our findings are inconclusive – while SV-NPG reduces the variance on average return and
improves the performance compared to SVPG for the blackjack task, it fails to perform at all for the
cartpole example. Further testing, especially on larger RL tasks, is needed to understand if this was a
pathological example or otherwise, and also to truly discriminate between the performance of the
various algorithms.
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